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ABSTRACT

The paper presents our experiences with the phone
transition acoustical models. The phone transition
models were compared to the traditional context de-
pendent phone models. We put special attention
on the speech signal segmentation analysis to pro-
vide a better insight into certain segmentation e�ects
when using the di�erent acoustical models. Experi-
ments with the HMM-based models were performed
using the HTK toolkit, which was extended to allow
proper state parameter tying for the phone transition
models. All the model parameters were estimated
on the GOPOLIS speech database. The annotation
confusions concerning two-phone speech units are dis-
cussed. Finally, the overall word recognition score is
presented. The better score was achieved using the
diphone models even when comparing them to the
triphone models.

Keywords: Acoustical Modelling, Speech Units,
Phone Transitions

1. INTRODUCTION

Among spoken language researchers, it is generally
agreed that in the acoustical realisations of words
we can perceive sequences of short sounds which
reect certain word-internal separability and cross-
word similarity. Due to the physical constraints of
the human speech production system we can also ob-
serve that these sounds are not steady and that the
transitions between the subsequent sounds take con-
siderable amount of time [7]. These speech sounds
are called phones and they are understood to be the
acoustical realisations of phonemes. Each phone rep-
resents a segment of an acoustical speech signal. Al-
though phones are not steady sounds their central
portions are often approximately stationary, at least
for some short period of time. We call these central
portions - phone nuclei, and the transitions between
the subsequent phone nuclei - phone transitions.
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A training process of an HMM-based speech recogni-
tion system incorporates an alignment of the speech
unit models with a speech signal. The alignment re-
sults in a certain segmentation of the speech signal.
Normally, all the model parameters are estimated us-
ing an iterative training algorithm. Consequently, the
next estimation of the model parameters is strongly
a�ected by the segmentation obtained by the current
model parameters.

If the acoustical modelling of speech is based on the
phone models then even a slight change of the seg-
mentation can change the estimation of the model
parameters considerably. This happens due to the
positions of the segment borders which are placed in
the non-stationary transition parts of the signal. On
the other hand, if the acoustical modelling of speech
is based on the phone transition models, the segment
borders are expected to be placed in the relatively
stationary signal regions, and therefore the model pa-
rameters should not be a�ected that much by the
change of segmentation.

We decided to investigate the di�erences in the acous-
tical modelling using traditional phone models and
phone transition models. The above assumptions
about the inuence of the segmentation on the es-
timation of the model parameters were proved to be
correct and some interesting results were achieved.

2. SEGMENTATION ANALYSIS

As a result of an alignment process di�erent acous-
tical models lead to di�erent speech signal segmen-
tations. A speech signal segmentation produced by
a given acoustical model characterises this model in
comparison the other models.

For the assessment purpose we often provide a refer-
ence segmentation of a speech signal as well, and a
question that arises here is how to compare di�erent
signal segmentations and how to present the analysis
results.

One possible solution is to extend the well-known
problem of alignment of two strings of symbols to
the problem of alignment of two sequences of labelled
signal segments. The alignment process uses a dy-
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namic programming algorithm to minimise the mis-
alignment of the two strings. The result of this pro-
cess is an optimal alignment which indicates a se-
quence of edit operations (insertion, deletion and sub-
stitution) for transforming one string into the other
at the minimum cost [4]. The minimum cost is known
as the edit distance, and provides a measure of sim-
ilarity of the two strings. The primitive cost func-
tion assigned to each edit operation a�ects the opti-
mal alignment; if the costs are changed, then another
alignment may become optimal. The primitive cost
function is a function that maps a pair of symbols
into a nonnegative value [6].

We propose a variant of the string edit distance where
the primitive cost function dc

dc = de � (1 +  � ds)

is composed of the primitive edit cost function de and
the additional distance function of a pair of signal seg-
ments ds. The weight  in the above equation has a
nonnegative real value and it de�nes how strongly the
signal segmentation "inuences" the optimal align-
ment.

We experimented with di�erent segment distance
functions ds. One of the most obvious functions to
choose is

ds(s1; s2) =
jtb1 � tb2j+ jte1 � te2j

(te1 � tb1) + (te2 � tb2)
;

where tbi and tei assign the beginning and end time
(tei > tbi) of the two signal segments (i = 1; 2).
Note that the ds returns a nonnegative value. If the
returned value is below 1:0 then the two segments
(s1,s2) overlap at least for a short period of time.

We found that using the above primitive cost func-
tion the total number of edit operations at the opti-
mal alignment is comparable to the Levensthein dis-
tance [3]. However, the actual number and the se-
quence of edit operations depends on the signal seg-
mentation via the  weight - the smaller  the closer
the �nal result to the Levensthein distance. It can be
shown that the above segmental-based string edit dis-
tance gives phonetically more consistent recognition
score statistics, when comparing it to the traditional
Levensthein distance approach.

For all the pairs of segments in the segmental-based
string edit distance which are declared to be a match
or a substition (from the aspect of labelling symbols),
we can additionally de�ne a function fs which returns
some information about how much the two segments
are shifted relatively to each other. An example of
such a function would be

fs(s1; s2) =
tb1 � tb2 + te1 � te2

(te1 � tb1) + (te2 � tb2)
:

The presented segmental-based string edit distance
in combination with the above function fs provides a
very useful tool for obtaining some interesting speech
signal segmentation statistics. All the segmentation
histograms in the following sections were generated
using the described approach.

3. BIPHONES VERSUS DIPHONES

Biphones and diphones are both two-phone speech
units which have the ability to capture co-articulatory
e�ects. However, there is one important di�erence
between the two units. Biphones are understood to
be just left or right context dependent (mono)phones.
On the other hand, diphones represent the transition
regions that strech between the two "centres" of the
subsequent phones.

These two speech units are obviously di�erent when
we consider them together with the speech sig-
nal segmentation. The biphone acoustical models
should produce similar signal segmentation as the
(mono)phone acoustical models. However, the seg-
mentation produced by the diphone models is ex-
pected to be shifted in time when we compare it to
the segmentation produced by the biphone models.

If we observe biphones and diphones only from the
aspect of phonetic transcriptions, without considering
any signal segmentation, than it can be easily shown
that the di�erence between these two speech units is
not that obvious any more.

Let us observe the phonetical transcriptions of an iso-
lated spoken command Left!. The possible di�erent
(canonical) transcriptions of the uttered command
are shown in the following table.

(mono)phones: sil l eh f t sil

left biphones: sil sil-l l-eh eh-f f-t t-sil

right biphones: sil+l l+eh eh+f f+t t+sil sil

diphones: sil~l l~eh eh~f f~t t~sil

Table 1: The phonetical transcriptions of an isolated

spoken command "Left!".

In the above table the symbols - and + annotate the
left and right context dependency. Note the use of
the silence (mono)phone (sil) at the beginning and
at the end of the transcriptions with biphones. The
symbol ~ annotates the transition nature of diphones.
To understand each of the above transcriptions cor-
rectly we need to imagine the associated speech signal
segmentations.

Without changing the concept of biphones the sym-
bols - and + can be replaced by any other symbol,
even by the symbol ~. In doing so the above tran-
scriptions would change to the transcriptions shown



in the following table.

left "biphones": sil sil~l l~eh eh~f f~t t~sil

right "biphones": sil~l l~eh eh~f f~t t~sil sil

diphones: sil~l l~eh eh~f f~t t~sil

Table 2: The phonetical transcriptions when the sym-

bols "-" and "+" are replaced by the symbol "~".

Let us assume that we allow, if required, splitting
of the beginning or end silence segment into two
parts that can be associated with the two subse-
quent speech units. It can be seen that all the
above transcriptions can be associated with signal
segmentations which have a diphone transition na-
ture. Furthermore, if we insist on using of the silence
(mono)phone (sil) at the beginning and at the end
of all the transcriptions then the confusion is even
higher. Then both biphone transcriptions can be seen
as diphone transcriptions and also vice versa.

4. ACOUSTICAL MODELLING

Following the discussion from the previous section an
interesting question arises about what signal segmen-
tation can we expect when dealing with biphone and
diphone acoustical models, respectively. This ques-
tion is especially important if the embedded train-
ing algorithm [8] is used to estimate the HMM-based
acoustical model parameters.

Several experiments were performed using the
GOPOLIS speech database [1] and the HTK
toolkit [8] which was extended to allow proper state
parameter tying for the phone transition models as
well. The modi�cations mainly involved the decision
tree based clustering mechanism which now allows
transition-based phonetical questions and generation
of unseen transition models.
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Figure 1: The biphone segmentation histograms.

All the HMM models were built using the tradi-
tional approach. We used continuous density, diag-

onal covariance, single stream (6 + 2) state models
with allowed skips. The model parameters were esti-
mated on the training part of the GOPOLIS speech
database. All the models remained untied during the
segmentation analysis.

First, we observed the di�erences in the signal seg-
mentation produced by the monophone initialised bi-
phone models and the at started biphone models.
After the initial training session which took approx-
imately the same number of iterations through the
whole available training speech data for both di�er-
ently initialised models the segmentation statistics,
as described in section 2, was generated. The man-
ual signal segmentation was compared to the seg-
mentation produced after the forced alignment proce-
dure. The sequences of forced-aligned biphone models
were de�ned from the manual phonetic transcription
of each utterance involved in the experiment. Just
a part (343) of the all available (6165) training ut-
terances were used for generating the segmentation
statistics.
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Figure 2: The diphone segmentation histograms.

From the histograms in Figure 1 it can be seen that
the monophone initialised biphone models tend to
preserve the segmentation given by the monophone
models. However, the at started biphone models
(left or right context dependent) produce a signal seg-
mentation which is of a rather phone transition na-
ture. Therefore one will conclude that the at started
biphone models are actually diphone models. Ad-
ditionally the monophone initialised biphone models
seemed to drift toward diphone models as well, al-
though this drift is probably not signi�cant enough.
All the mentioned can be also seen from the his-
tograms in Figure 2, where the segmentation statis-
tics is depicted for the diphone initialised diphone
models as well.

The diphone models were initialised from the diphone
inventory of the �rst Slovenian text-to-speech sys-
tem [5]. The at started diphone models performed



similary to the at started biphone models.

Encouraged by the above results we continued exper-
imenting on phone transition models. The compari-
son between the diphone and biphone models was ex-
tended to the comparison between the bi-diphone and
triphone models, where bi-diphones are just context
dependent diphones. We encountered similar confu-
sion problems with the symbolical representation of
these two speech units, as they were described in sec-
tion 3.

Similar experiments were performed on the TIMIT
speech database, however no important di�erence was
noticed regarding the segmentation e�ects.

5. WORD RECOGNITION

All the acoustical models mentioned in the paper
were also incorporated into a continuously spoken
word recogniser [2]. The model parameters were esti-
mated on the training part of the GOPOLIS speech
database.

After the initial estimation of model parameters the
state parameter tying was performed using the deci-
sion tree mechanism based on phonetical questions.
As mentioned the HTK toolkit was extended to al-
low this procedure to be done properly also for phone
transition models. All the �nal models had approx-
imately the same number of parameters. An inter-
esting observation was that the diphone models had
achieved considerably higher average log likelihood
value per signal frame even when compared to the
triphone models. That was a good sign that indi-
cated a high word recognition score. And the score
was indeed higher for the diphone models.

Speech No Grammar Bigram Grammar
Unit Corr. Acc. Corr. Acc.

Biphones 80.3% 78.4% 93.7% 92.5%
Diphones 83.0% 80.6% 97.4% 95.8%
Triphones 83.5% 80.4% 95.8% 93.9%
Bi-Diphones 84.2% 81.1% 97.6% 95.7%

Table 3: The word recognition scores.

Table 3 shows the �nal word recognition score for
the di�erent acoustical models. The speech signal
parametrisation and the language model were always
the same. The di�erences in the recognition scores are
not very signi�cant. We contribute this to a rather
low perplexity of the GOPOLIS speech database and
to a small vocabulary (1000 words). However, the
transition models recognition scores are still promis-
ing.

Nevertheless, additional experiments are required to
get proper impression about the phone transition
model performances. Presently, the additional phone
and word recognition experiments are performed, es-
pecially using the TIMIT speech database.

6. CONCLUSIONS

Our hypothesis is that the presented signal segmen-
tation e�ects show a certain advantage of the phone
transition models over the traditional phone (nucleus)
models. It is ovbious that all two-phone (or even-
numbered-phone) speech units tend to produce signal
segmentations which correspond to the transition sig-
nal regions. On the other hand, the monophone and
three-phone (or odd-numbered-phone) speech units
tend to produce segmentations which correspond to
the phone nuclei signal regions. This means that it is
probably not that wise to freely combine acoustical
model parameters of these di�erent speech units.
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